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The response time characteristics of the Nationai Li-
brary of iUledicine's (NLiVI) ELHiLL bibiiographic search
system are examined in this articie. Transactions for a
five-weei( period are anaiyzed and average response
times are caicuiated for typical search commands, by
time of day, and by fiie being searched. Overaii, the re-
sponse time of the system was found to be 2.1 seconds,
a very iow vaiue. Based on statisticai tests of signifi-
cance appiied to the data, it was conciuded that re-
sponse time differences can be expiained in terms of the
number of users on the system and not the command is-
sued by the user nor the fiie the user searched.

Introduction

An important measure of the performance of an online
system is response time. This is the difference between the
time the user enters the last data element of a transaction
and the time the first character of the response appears at
the user's terminal. This article explores the response time
variations in the National Library of Medicine's ELHILL
bibliographic search system. Response time is analyzed in
terms of its variations by the day of the week, hour of day,
the particular bibliographic file being searched, the com-
mand the user issued, and the number of users logged
onto the system. In addition, the article examines the fre-
quency with which search commands are used in different
bibliographic files. Clearly, there is more to analyzing the
performance of a system than response time. Neverthe-
less, this article focuses almost exclusively on that mea-
sure. A comprehensive review of computer performance
evaluation issues can be found in ref. 3.

Hardware and Software Environtnent

The ELHILL system at NLM is used internationally.
Users communicate with it by direct connection to the fa-
cility in Bethesda, Maryland or by using networks such as

TELENET or TYMNET. Lines coming into the system
pass through transmission control units which buffer and
forward the messages to the telecommunications access
programs. At the time the research reported in this article
was conducted (late 1979), the machine configuration at
NLM consisted of two IBM 370/158 computers coupled
into a multiprocessing system.

The NLM computer system is not entirely devoted to
ELHILL searching. A number of other tasks are per-
formed while ELHILL is available. These include data in-
put for technical processing activities, file access using
the INQUIRE database management system, and appli-
cations and systems development and maintenance by
staff programmers. Major file maintenance, publications
development, and production activities are performed in
the late evening and early morning when the online search
system is not operating. So there is a considerable variety
of tasks being performed simultaneously by the system.
However, the Operating System does give priority to
ELHILL over the handling of other subsystems.*

This article investigates response time variations in one
of the subsystems—the search system. Response time is a
function of all the other tasks the system is performing in-
cluding what the ELHILL system is doing. One purpose
of this article is to present response times broken down by
key variables. But a more important purpose is to investi-
gate whether in a multi-user multi-activity computer sys-
tem the variations in response time can be explained by
looking only at the type of work performed within the
search system. In particular, the article explores whether
response time variations can be explained in terms of the
volume of transactions handled, the file being searched,
the command being processed, and the time of day.
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*The ELHILL system consists of one or more copies (two at the time
of this research) of the ELHILL programs, each program running inde-
pendently of the other. When a user first logs onto the system, the indi-
vidual is assigned to one of the copies of the system and all the transac-
tions for the user are routed to this copy. Load balancing is limited to the
initial sign-on. In this article, response times are averages across all cop-
ies of the system.
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Response Time

There are three major categories of measurements of a
computer system: workload, performance, and capacity.
Workload measures characterize the amount of work the
computer system performs. Some simple measures of
workload are the number of transactions processed by the
system, the number of online searches performed, or the
number of batch jobs run by the system. Performance
measures characterize how well the computer system is
performing its work. These are assessments of quality.
Probably the most important measure of performance of
an online system is response time.

The most difficult category of measures to define are
those related to capacity. The objective of this category of
measures is to help evaluate when the computer system
will run out of capacity to perform its tasks. One wants to
be able to predict when there will be too many simultane-
ous users for the present computer configuration to sup-
port, when more telecommunications lines will be re-
quired, and when additional disk space will be needed to
store expanding bibliographic files. Capacity measures
help decide when more main computer memory is needed,
when a central processing unit with a faster instruction
processing speed, or additional central processing units
are needed.

For several reasons response time was selected as the
measure of performance for analyzing the ELHILL sys-
tem. First, it is a good overall measure that characterizes
total system performance and whose meaning is easily un-
derstood. It is also easy to measure and monitor. Further,
user perceptions of the quality of an online service are of-
ten formed by observing response time.

One factor that influences a user's perception of the
adequacy of response time is the role the computing sys-
tem plays in the user's work. There may be a much greater
tolerance of slower response times if the user must rely
daily on the system to perform work. Generally speaking,
knowledgeable users recognize that more complex com-
puting requests will take longer to perform. Users also are
normally aware that the more people there are using the
system, the more delayed response time may be. Because
of this most users also realize that system performance is
better at certain times of the day than others.

User reaction to long response times may also be related
to the way the computing service is paid. User's paying di-
rect charges for each search session may be less tolerant of
long response times thinking this will lead to larger direct
charges.

Some analysts believe that rapid response time is unde-
sirable because it tends to lead the user to respond before
he or she is ready. In a sense, the user may view the system
as harrasing the user if response time is short. (User expe-
rience with systems may negate this factor over time).
Other views suggest that the system should be designed to
make response times relatively stable rather than erratic.
This approach makes the case for smoothing response
time irregularities.

System designers develop hardware and software con-
figurations to meet performance requirements. Among
the criteria used in the design is response time. Two fac-
tors influence what an ideal response time should be for a
system [5, 6]. One has to do with what the user expects a
normal conversation to be like. Miller [7] reports that in
conversation between individuals two seconds is a reason-
able pause and four seconds is an unnatural break. Thus,
in designing a computer system it would be sensible to
preserve the conversational pattem a user expects with
another person.

Miller has found that individuals organize their activi-
ties into clumps and there is a strong desire to obtain clo-
sure of an activity. If response time is long, closure is de-
layed. Then the user is forced to rely on his or her short
term memory to store information related to the transac-
tion. This could detract the user from efficiently achiev-
ing a problem solution using the computer system.

Shneiderman summarizes some of the problems in
specifying an appropriate response time of a system by
noting four possible design goals: (1) response time
should be reduced under all conditions, (2) response time
should match the complexity and cost of the command,
(3) variance of response time should be reduced even at
the expense of some increase in the mean response time,
and (4) system performance should be invariant over time
[9, p. 230].

Methodology

Response time variations in the ELHILL system were
analyzed using data from a five-week period in August
and September 1979. When online ELHILL searches are
performed, the search transactions are logged. The log
serves as a basis for billing and for performance evalua-
tion. Log records for the five-week period were processed
by a program which converted free text searches into fixed
format records. The conversion process and record for-
mat were described in ref. 10. Once the records were con-
verted to a fixed format they were processed using the sta-
tistical analysis program SAS. The results of analyzing
the records were presented in ref. 2. The present article
analyzes the same sample of records as those in ref. 2, but
concentrates on response time variations rather than us-
age pattems.

Command Usage

There is considerable variation in the usage of the
ELHILL search system. One method for examining this
variation is to explore the frequency with which various
search commands are used in the system and the extent to
which the usage pattems vary by the type of bibliographic
file being searched.

There are a large number of commands in the ELHILL
system. The search statement, which allows the user to
find a particular set of records, is the most frequently used
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TABLE 1. Frequency distribution of ELHILL command usage by file being searched.

File Name

MEDLINE
Number
Percent

CATLINE
Number
Percent

CHEMLINE
Number
Percent

TOXLINE
Number
Percent

CANCERLINE
Number
Percent

Total
Percent

Search
Statement

42688
48

11621
61

3033
58

7484
46

2730
40

67556
49

ELHILL Command or Response

Off-
Search

1241
1

4
a

5
a

136
1

28
a

1414
1

Print

14471
16

6354
33

1632
31

2411
15

1032
15

25900
19

Title-
Search

4077
5

141
1

33
1

314
2

253
4

4818
4

Yes

26585
30

1079
6

483
9

6025
37

2701
40

36873
27

Total

89062

19199

5186

16370

6744

136561

Percent

65

14

4

12

5

100

"Less than 1%.

(see Table 1). The next most frequently used command
(or in this case, response) is the word YES. This response
lets the system continue searching after a specified period
of time, or continue printing citations after a certain limit
has been reached. Twenty-seven percent of all commands
in the sample were the word YES.*

The PRINT command ranks third in usage followed by
the TITLESEARCH command (a string search command)
and the OFFSEARCH command (search offline data
bases). All the other commands are used infrequently.

The five most frequently used files in the ELHILL sys-
tem are MEDLINE, CATLINE, TOXLINE, CHEMLINE,
and CANCERLINE (see ref. 8 for a description of each
file). Table 1 shows that the pattem of usage of commands
between these files is quite different in some cases and
similar in others. For example, in the MEDLINE file,
48% of all commands were search statements; in TOX-
LINE the percentage is 46, and in CATLINE it is 61.

The ratio of searching to printing varies considerably
between files. Users of the MEDLINE and TOXLINE
files perform roughly three search statements for every
PRINT statement. In CATLINE the ratio is close to two
to one, reflecting a much less interactive search process in
locating records than in MEDLINE or TOXLINE.

Response Time Anaiysis

The analysis of response time conducted on ELHILL
showed the system performance to be very good. Overall,
the average response time for the system was 2.2 seconds.

Table 2 shows that roughly 85% of all transactions were
completed in 3 seconds or less and only 1 % of all transac-
tions took longer than 10 seconds to complete.*

Table 3 presents response time data by day of the week
for the four week period. It shows only a small response
time variations between days. Thursdays have the longest
response time (2.6 seconds), while Mondays and Fridays
have the shortest (1.98 seconds).

TABLE 2. Frequency distribution of response times for ELHILL
system.*

Response
time range
(seconds)

0.01-1.0
1.01-2.0
2.01-3.0
3.01-4.0
4.01-5.0
5.01-6.0
6.01-7.0
7.01-8.0
8.01-9.0
9.01-10.0
Greater than 10.0

Total

Number
of

responses

16,015
10,769

4138
1919
1073
632
434
267
218
123
384

35,972

Percent
of

responses

44.5
29.9
11.5
5.3
3.0
1.8
1.2
0.7
0.6
0.3
1.1

99.9

Cumulative
percent of
responses

44.5
74.4
85.9
91.2
94.2
96.0
97.2
97.9
98.5
98.8
99.9

"The response times are for the period August 27, 1979 to Septem-
ber 28, 1979.

*The percent distribution in this and subsequent tables differ from
that of the tables in ref. 2 because only selected commands and files are
included in the present analysis.

*The response times presented in Tables 2 and 3 were computed for
each minute of the month (35,972 intervals) that the ELHILL system
was operating. In subsequent tables response time is computed for each
transaction.
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TABLE 3. Average response time by day of week for
ELHILL system. '̂

Day of week

Monday
Tuesday
Wednesday
Thursday
Friday

Total

TABLE 4. ELHILL mean response time by time of day.

Number
of

responses

5233
7904
7103
7068
8664

35,972

Average
response time

(seconds)

1.98
2.02
2.37
2.63
1.98
2.21

response times are for the period August 27,
1979 to September 28, 1979.

Patterns of work are apparent in the response time val-
ues of Table 4. The NLM user community is intemational,
so the operating day begins at 2:00 a.m. Eastern Standard
Time (EST). The system remains available until 9:00 p.m.
EST. Before 9:00 a.m. and after 6:00 p.m. response time
is quite fast: less than 1.5 seconds in the morning and less
than 1.7 seconds in the evening. During the remainder of
the period it slows down, but the average never exceeds
3.9 seconds in any one hour period. Response time from
9:00 a.m. to 1:00 p.m. is generally slowest, when eastern,
mid-western, and then western United States users begin
logging onto the system.*

In addition to response time. Table 4 shows the num-
ber of transactions that were performed during each hour
interval. A transaction is defined as a user input and a
program response pair. The largest number of transac-
tions processed was during 9 and 10 a.m., about 11% of
the total. Response time pattems follow the volume pat-
tems with response time increasing as the system becomes
more heavily loaded with users.

The table also gives a measure of throughput for the
system—the number of transactions processed per sec-
ond. When compared to response time, the throughput
measure gives important information about system per-
formance. The general pattem that emerges in analyzing
these two measures is that response time is relatively sta-
ble (in the range of 1.5 to 2.5 seconds) when the through-
put is below 5.5 transactions per second. After that point,
response time rises and for a throughput of six transac-
tions per second the response time is close to 3.5 seconds.

The pattem is a good one. Response time is relatively
constant in a normal operating range of zero to 5.5 trans-
actions per second. Then response time increases. The
problem here is that the volume of transactions the sys-

*The average response times for the transactions analyzed in Tables
1 and 4-7 are based on a sample of approximately 13% of the searches
conducted during the period August 27, 1979 to September 27, 1979.
The average response time for the entire period was 2.2 seconds, and for
the sample, 2.6 seconds. The representativeness of the sample is dis-
cussed in ref. 2. One explanation for the 0.4 second difference is that in
the sample only observations for which a command, file, and hour were
known were included in the computation.

Hour

2 a.m.
3
4
5
6
7
8
9
10
11
12
1 p.m.
2
3"
4
5
6
7
8
9

Total

Number
of

observations

18
424
111

1495
912

2078
11090
22326
18767
18106
21167
18649
20089
21204
17244
19845
5199
2816
1424

7
203632

Trans-
actions

per
second

.01

.12

.21

.42

.25

.58
3.08
6.20
5.21
5.03
5.88
5.18
5.58
5.89
4.79
5.51
1.44
.78
.40
.00

Mean
response

time
(seconds)

.33

.66

.84

.78

.79

.57
1.29
3.56
3.88
3.15
3.13
1.82
2.75
2.70
1.89
2.31
2.32
1.64
.66
.57

2.64

Standard
deviation
(seconds)

.40
1.00
1.21
1.21
1.19
.78

1.48
3.66
6.41
3.09
3.18
2.16
3.05
3.10
2.02
2.59
3.14
2.27

.79

.34
3.41

Percent
of

observation

a

a

a

1
a

1
5

11
9
9

10
9

10
10
8

10
3
1
1

a

97

"Less than 1%.
''The time 3 p.m. includes all transactions occurring between 3:00

p.m. and 3:59.99 p.m.

tem is processing during prime time is close to the point
on the throughput curve where a bottleneck seems to be
occurring.

Another problem in the data is the relatively high stan-
dard deviation of response time. The mean response time
for the sample is 2.6 seconds and the standard deviation is
3.4 seconds. A large standard deviation means longer
waits. It has been suggested by one author that the stan-
dard deviation of response time should be half the mean
response time [5, p. 323].

The implication of a large response time standard de-
viation is more pronounced than a large standard devia-
tion. This family of distributions is not symmetrical about
the mean but is skewed to the right (toward a larger re-
sponse time). In a Normal distribution, two standard de-
viations would cover 95% of the observations and would
fall on either side of the mean. With a Gamma distribu-
tion, there might be only one standard deviation of re-
sponse time to the left of the mean and three to the right
before the distribution ends. The probability of a re-
sponse time greater than the mean is higher with the
Gamma distribution than, say, a Normal distribution.

The advantage of conducting this analysis a few years
after the date of the observations is that one can report
the actions taken to correct the performance situation.
Soon after the observation period, the number of copies
of the ELHILL program running simultaneously in the
system were increased from two to three. And soon after
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that the computer system configuration was upgraded
significantly.

Users of an online search service may expect that the
machine effort required to search files is disproportionate
and that because the structure of the indexing or the ac-
cess to a file is different, response time will be different.
However, Table 5, which presents mean response times
by file would dispute this, showing that the averages are
very similar across files, with only eight-tenths of a second
range between lowest (SERLINE) and highest (TOX-
LINE). The data suggest that response time is not a func-
tion of the file being searched.

A large number of commands are available to ELHILL
users, but relatively few comprise the bulk of uses. Table 6
reports the mean response time for the 10 most frequently
used commands. The response times generally pattem
the amount of computing required to execute the com-
mand. For example, the command with the highest re-
sponse time is TITLESEARCH (3.7 seconds). This com-
mand searches individual words or strings in a set of
bibliographic records for a match with the search key,
thus requiring some machine effort.

The command (response) with the second highest re-
sponse time is YES (3.3 seconds). After a YES response,
the search system might perform file accesses to consult
indexes and retrieve records if a search was being con-
ducted. Or if a PRINT command had been issued, it
might be formating records for output, printing them,
and transmitting them to the user. Both tasks are time-
consuming.

Relatively simple tasks such as the FILE command,
which allows the user to change from one file to another
for searching, and the STOP command, which begins ter-
minating the search session, have relatively short response
times (1.95 and 1.92 seconds, respectively).

Statistical Significance of Response Time
Variations

Table 1 shows that there is considerable variation in
the usage of particular commands in searching specific

TABLE 5. Mean response time for ELHILL system by file being searched
(selected files).

TABLE 6. Mean response time for selected ELHILL commands.

File name

MEDLINE
AVLINE
CATLINE
CHEMLINE
HEALTH
SDILINE
SERLINE
TOXLINE
CANCERLINE

Number of
observations

118,006
2323

24369
7940
7735
4410
2552

20,319
8545

Mean response
time

(seconds)

2.71
2.60
2.36
2.23
2.69
2.58
2.13
2.89
2.74

Standard
deviation
(seconds)

3.47
3.01
3.44
3.45
3.62
3.02
2.62
3.42
3.09

ELHILL command

/Login
File
Search statement
News
No (response)
Off search
Print
Stop
Titlesearch
Yes (response)

Number of
observations

6759
6303

89289
366
390

1741
34545
5995
6031

45777

Mean response
time

(seconds)

2.33
1.95
2.57
2.19
2.70
2.05
2.13
1.92
3.74
3.29

Standard
deviation

3.44
3.31
3.27
5.46
3.32
3.16
3.32
2.91
3.51
3.63

files. In Tables 4, 5, and 6 the variations in response time
by volume, time of day, file, and command are summa-
rized. This section addresses the significance of each of
the factors in explaining the variations in response time.

The statistical technique used to analyze this problem
is Analysis of Covariance. Analysis of Covariance is an
extension of Analysis of Variance. Both techniques are
means of measuring the variability in experimental data.
In this article the variable of interest is response time, the
dependent variable. It is desired to explain the variation
in response time in terms of the file the user is searching
and the command the user issues. These two categorical
variables are the independent variables or factors. They
serve as a basis for classifying the observations. One other
variable is used to explain variations in response time and
that is the volume of transactions processed during a given
time interval. The volume measure is different from the
factors in that it is not a classificatory variable. It is a
measure that is not controlled by the factors but is believed
to explain the variation in the dependent variable. Analy-
sis of Variance tests variability with a dependent variable
and one or more factors. Analysis of Covariance includes
in the test a covariate to help explain variations.*

The hypothesis being tested with Analysis of Covari-
ance is that a significant difference in response time and
changes in response time can be explained by two factors:
(1) file being searched and (2) command issued; and the
covariate—volume of transactions handled in a time pe-
riod (an hour). The experiment is designed to measure re-
sponse time for a given command on a given file during a
given hour and compare that response time to the re-
sponse time for other commands for other files during
other hours.^

The Analysis of Covariance model allows us to test
which of the factors and covariates are significant in de-
termining response time variations. It also allows us to

*For a comprehensive discussion of Analysis of Variance and Co-
variance, see refs. 1 and 4.

^The Analysis of Covariance is performed on a random design with
unequal cell frequencies.
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TABLE 7. Analysis of covariance of response time.

Source of variation

Model
Volume
File
Command
Volume * File
Volume * Command
File * Command
Volume * File *

Command
Residual

Total

Sum of
squares

(thousands)

3231.8

4419.2
7651.0

Adjusted
sum of

squares"

379417
9501

710
9633
1379
7309
9329

Degrees
of

freedom

1
2
2
2
2
4
4

63
80

F

2.71
5.41
0.07
0.01
0.07
0.01
0.03
0.03

Signifi-
cance
ofF

0.0023
0.0233
0.9346
0.9950
0.9337
0.9902
0.9987
0.9978

"The adjusted sum of squares is adjusted for the covariate-volume.

test whether interactions between factors and covariates
are significant. An example of an interaction would be
the two factors: command and file. The model would tell
whether the interaction of a particular command and file
explained response time variations.

Table 7 presents the results of the Analysis of Covari-
ance applied for between the hours of 9:00 a.m. and 6:00
p.m. for the MEDLINE, CATLINE, and TOXLINE files
and for the search statement, PRINT command, and YES
response. Some of the variations in response time can be
explained by the variables in the model and some cannot.
The results indicate that the R ^ for the model in Table 7 is
0.42. Thus the model explains 42% of the variation in re-
sponse time, but 58% is unexplained. The overall F-ratio
for the analysis is 2.76, significant at the a — 0.05 level.
This indicates that there are statistically significant re-
sponse time differences when analyzed in terms of the file
used, the command issued, and the volume of transac-
tions. An analysis of individual F-ratios for each factor,
covariate, and interaction in Table 7 indicates that the
only significant variable in explaining response time vari-
ations is the covariate, volume of transactions. It can be
concluded that there are no significant differences in re-
sponse time due to the file being used or command issued.
The analysis confirms for the three major commands that
the determinants of system response time are the number
of transactions processed.

Summary and Conclusions

This article has presented quantitative evidence on the
usage of commands in seaching the ELHILL retrieval sys-
tem's files. It has also analyzed overall response time pat-
terns and shown how response time varies by time of day,
day of week, file used, and command issued. Overall re-
sponse time in the ELHILL system was found to be very
good, averaging 2.1 seconds for a 24 hour period and 3.1
seconds during the nine prime time hours of 9:00 a.m. to
6:00 p.m.

An Analysis of Covariance model, used to measure the
significance of response time variations, concluded that
the number of users on the system is a significant factor in
explaining response time variations, but that the com-
mand issued and file being searched are not. Only a part
of the variation in response time is explained by the model.
The next step in this type of research should be to exam-
ine in more detail how response time varies with particu-
lar types of search statements. Additional data on the
performance of the Operating System, Data Base Man-
agement System, telecommunications access programs,
and the communications network should be combined to
develop a comprehensive database to explore further per-
formance characteristics of the system.
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