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Statuary--This paper describes a simulation model which is used as a tool for designing and evaluating 
literature searching systems. The simulation program creates a well specified collection of documents and 
analyzes the effect of changes in query file characteristics on system output performance. First a thesaurus 
of term relations is generated. Then, employing the thesaurus, routines generate pseudo-documents and 
pseudo-queries. These pseudo-documents and pseudo-queries are then compared to see the effect of various 
query file parameter changes on the quantity of material retrieved. 

Evaluation of the simulation output indicates that there are small differences between the results of the 
experimental runs. It is concluded that one method for generating pseudo-queries is not deafly better than 
another. It is believed, however, that the simulation model as an approach to the evaluation of retrieval 
systems provides a limited but useful framework for the evaluation of information retrieval systems. 

1. INTRODUCTION 

ONE of the goals of  this paper is to explore the feasibility of  using simulation as a technique 
to evaluate information retrieval systems. In the paper simulation techniques are used to 
evaluate one aspect of  the literature searching process--namely the characteristics of  
documents and queries and the manner in which these characteristics influence one aspect 
of system performance, namely the quantity of  output produced by such systems. 

How are retrieval systems evaluated? Historically the pattern has been as follows. 
First a collection of  documents about a particular subject or subjects is gathered together. 
The bibliographic information about the documents and the document surrogates such as 
the abstract, index terms, etc. are then converted to machine readable form. The next step 
in the evaluation process is for the investigator to collect a number of  queries that could 
be posed to the retrieval system and convert these queries to machine readable form. The 
queries are not confined to one subject area but rather cover a wide range of topics. Given the 
document collection and the file of queries, it is then possible to evaluate specific retrieval 
rules to see how the performance of the system varies. That is, it is possible to determine 
whether one retrieval rule (e.g. matching, searching using overlap rules, associative search- 
ing, etc.) produces better performance than another. In addition many other components 
of  the retrieval system can be evaluated, such as the thesaurus, and the query analysis 
technique. Performance has traditionally been measured in terms of  the recall and precision 
ratios. This method of evaluation requires that the user of  the system make judgments 
about the relevance of the documents retrieved by the system to the request that was sub- 
mitted. 

A more comprehensive test of whether one retrieval rule or one component of a literature 
searching system is better than another would involve using a number of  different document 
and query collections. Based on the performance resulting from document collection A and 
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query collection X as against document collection B and query collection Y, etc. more 
meaningful inferences about the performance of a retrieval rule, etc. could be made. 

The simulation model that is developed in this paper is designed to investigate one por- 
tion of the evaluation problem. In particular a literature searching system is developed with 
an overlap retrieval rule. This rule measures the number of terms in common to a query 
and a document. The simulation program evaluates this retrieval rule by forming a set of 
pseudo-documents and a number of sets of pseudo-queries and comparing the queries to 
the documents. This procedure allows the measurement of the way in which the quantity of 
documents retrieved varies with changes in the rules and parameters used to create various 
pseudo-query files. 

The evaluation procedure used in the simulation study is analogous to the traditional 
procedure described above. The major difference is that instead of comparing various 
retrieval rules, the simulation model is designed to evaluate the effect of changes in charac- 
teristics of the query and document files on the quantity of material retrieved. In the simula- 
tion model, the relevance of the document to the user is not simulated. 

2. SIMULATION APPLICATIONS IN INFORMATION SCIENCE 
There are numerous variables and numerous subsystems within a retrieval system. An 

ideal measurement technique should be able to monitor all subsystems and all variables 
and detect and predict significant changes in the performance of the system. It is suggested 
that the methodology of simulation may be useful for the purpose. 

Simulation methodology has been applied to a wide variety of problem areas including 
transportation, business, education and medicine [1]. But very little research has been done 
in its application to the problems of designing and investigating information retrieval 
systems. The few projects that have been undertaken are reviewed here. 

Simulation, as an aid to file design, has been used by SENKO [2, 3] and RETTENMAYER 
[4]. In Senko's model, detailed equations are developed of file organization schemes and the 
equations characterizing the structures are simulated. Rettenmayer's model is designed to 
determine whether clustering techniques can be fruitfully applied to file organization prob- 
lems. A simulation model is developed in which various file organization schemes are 
evaluated in conjunction with a clustering algorithm. 

The analysis of user behavior in a library has been modeled by REILLY [5]. He considers 
the probability that the user will avail himself of library services, and the estimated service 
time for a patron, as two critical variables in the simulation. Using a simple linear learning 
model of user behavior, it is shown how the variables change over time. 

An extensive simulation study was conducted by NANCE [6]. In his dissertation, he ex- 
plored the relation between the library, the user of the library, and the funder of library 
services. This is done within a university environment. 

A very interesting simulation approach to the analysis of alternative retrieval system 
design configurations was performed by BLUNT [7]. His model is concerned with measuring 
system response time and equipment and personnel utilization. 

Bourne and Ford have also used simulation to evaluate alternative configurations, but 
their methodology was not as sophisticated as that of Blunt. The BOURNE-FORD model [9] 
simulates the operation of an information center for a specified time interval to determine 
expected operating costs, the amount and type of equipment required, and the number and 
type of personnel needed. 
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The Performance Simulator developed by HERTZ et al. in 1962 [8] is similar in concep t 
to the model developed by Blunt. This simulator is designed to evaluate various configura- 
tions of  an information retrieval system to see the effect on cost and on response time. 

While Blunt, Hertz, Nance and Reilly have looked at interactions of  the components of  
information systems on a large scale, FRIED et al. have examined the feasibility of  simulating 
the indexing of  a document collection [10]. The model explores the effect of  controlling the 
number of times a term can be assigned to documents in the collection before reindexing is 
necessary. Also considered is the effect of varying the depth of  indexing on retrieval. The 
simulation is undertaken for a collection that is continually growing, so that reindexing can 
be examined. No results or conclusions are presented in the report. 

It can be observed that in all these simulation studies, little has been done to apply the 
methodology to the evaluation of literature searching systems. So far most of  the effort has 
been concentrated on simulating the performance and cost of information systems in terms 
of  alternative equipment configurations and response time to queries. 

3. DOCUMENT AND QUERY CHARACTERISTICS 

In order to understand the motivation for using simulation as an evaluative too, it is 
necessary to understand the characteristics of the processes and objects being simulated. 
The model developed in this paper provides rules which are used to create a collection of  
pseudo-documents that can be used as the data base for a literature searching system. In 
addition, the simulation program creates a number of  sets of  queries which have precisely 
defined characteristics and well specified rules for their generation. They are composed of  
sets of words picked from a created vocabulary. The individual words are the basic unit for 
conveying content and there is no grammatical structure to the documents or queries. The 
words are codes that have pre-established relationships among themselves. 

The documents and queries are created using explicitly stated rules so that all character- 
istics of  the documents and queries are well known. If  a set of "real" documents and queries 
were selected for use in evaluation of the system, not all the characteristics of the "real"  
set could be precisely stated. Thus any conclusions about the performance of  one compo- 
nent of a system relative to another (based on comparisons over a number of document and 
query files) would have to be qualified by assuming that there was no change in performance 
caused by changes in the document and query files. By using pseudo-documents and pseudo- 
queries no such qualification is needed in stating whether one retrieval rule is better than 
another. 

What are the variables that characterize a document collection ? The list developed by 
CUADRA and KATrER [11, Volume 1] provides a good starting point. 

Subject matter (the field or fields of activity from which the document comes). 
Diversity of content within the document. 
Difficulty level of the subject matter in the document . . . .  
Scientific "hardness" of the document. (Note: One often speaks of  "hard"  or "soft"  
sciences. The hardness of a particular document is indicated by the precision of  the 
language and the relationship among the stated aims of  the document, the conclusions, 
the methodology of inquiry, and the supporting data. I f  any of  these, or the relationship 
between them, is ill-defined, nonexistent, unclear, questionable, or otherwise pre- 
carious, the document would be considered less "hard".)  
Amount of "information" in the document . . . .  
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Level of  condensation (or, conversely, of detail). (Note: This variable applies primarily 
to document representations.) 
Textual attributes (such as length, type-token ratio, etc.). 
Special qualitative attributes (such as interestingness, accuracy, credibility, workman- 
ship, significance, etc.). [11, Volume 1, p. 34-35.] 
Using the concepts in this list a procedure was developed which causes words to be 

selected to form a representation of a document. The generating procedure does not model 
all the variables listed above because of  the magnitude of the problem. Instead certain 
characteristics are selected and effort is focused on modeling those chosen. A complete 
description of the model and the parameters will be found in the next section. 

Once a well defined document collection is available as a data base, the next step is to 
create pseudo-queries with which to search the data base. 

Characteristics of queries include* 
Subject matter (the field of interest or content to which the requirement statement refers). 
Diversity of  content suggested by the statement. (Note: I f  two different but partially 
related information requirement statements were combined into a single statement in 
such a fashion as to preserve all features of  both, the composite statement would be con- 
sidered as more diverse than either of  its components.) 
Difficulty level (Note: This variable has to do with the relative ease with which, in a 
given setting or facility, an information requirement statement may be understood and 
processed.) 
Specificity or Amount of "Information".  (Note: Subject matter may be explicitly stated, 
reliably implied, or only loosely implied; so may other document characteristics, such 
as emphasis on factual information, specifications, theoretical discussion, general 
descriptions, etc.) 
Functional ambiguity (the occurrence of words or phrases that are capable of  different 
interpretations in different use contexts, and that are not clarified within the context 
of  the statement). 
Textual attributes, such as length, number of nonsynonymic or redundant content 
words and phrases in statement, number of syntactic connections between such content 
words and phrases, etc. [ l l ,  Volume 1, p. 35]. 
Here again some of the above characteristics were used to develop rules used by the 

simulator to create pseudo-queries. The process is described in detail later. 
Given a statistically controllable set of documents and queries, it is then possible to test 

a variety of search methods, association measures, feedback principles, etc. to evaluate 
which methods produce the best performance of the system. The effect of creating pseudo- 
documents and pseudo-queries is to eliminate the differences in variability between various 
document files and query files so that the true differences between searching techniques, etc. 
can be observed. 

4. A DESCRIPTION OF THE SIMULATION MODEL 

The retrieval system simulator is composed of  five parts: the thesaurus generator, 
the document generator, the query generator, search routines, and evaluation routines. 
The first step in the simulation involves the creation of  a thesaurus. This procedure 

* Cuadra and Katter use the term "information requirement statement" to describe the request that a 
user makes of an information retrieval system. While not precisely equivalent, the simulator uses the word 
"query" to represent the same concept. 
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establishes the relationships between all the words in the simulated vocabulary. The 
methodology involves the use of  mathematical distributions that characterize the frequency 
of  occurrence of  words in a set of  documents. Then a number of  words are "created" with 
the frequency specified by the mathematical distribution, and using an assignment rule, 
these words are distributed to simulated word classes. The final result of  the generation 
process is an association matrix which reflects the strength of  the relations between the 
words in the vocabulary. The thesaurus generation routine allows a number of parameters 
to be varied including: 

1. The size of the vocabulary; 
2. The form of the word frequency distribution; 
3. The number of word classes formed; 
4. The rule for assigning words to classes; 
5. The measure used to calculate the similarity between two words. 

The model allows a wide variation in the values of the parameters. The number of words 
in the vocabulary, for example, is limited only by the size of  the computer memory used 
to run the simulation model. Because of  size limitations, a 200 word vocabulary was 
simulated in the runs that are described in Section 5. 

The document generating routines create a specified number of documents. Each docu- 
ment is composed of  a maximum number of  compressed representations such as abstracts, 
index terms, etc. and these are generated at the same time. For a given representation the 
simulator calculates the number of  words in the representation and then randomly selects 
a set of starting terms to be included in the representation. Using the thesaurus, an 
additional number of  words related to the starting words are selected for inclusion in the 
representation. Succeeding representations of the same document are derived using the base 
representation and transition probabilities. 

The parameters used in the document generator are: 

1. The number of  documents to be generated; 
2. The maximum number of  representations per document to be generated; 
3. The probability of a given representation occurring as part of  the total document 

description; 
4. The mean and standard deviation of  the length of  each alternate representation; 
5. The proportion of  terms that are to be included in the representation that are 

designated as starting terms in the base representation; 
6. The threshold probability that a word that is associated with a starting term will be 

included in the document representation; 
7. The probability for a given representation that the words in the base representation 

will appear in a succeeding representation of  the same document. For  example, this 
rule determines the probability that a word appearing in the abstract of  a document 
will appear in the title. 

There is no limitation on the actual number of  documents that the simulator can 
generate. In the experiments described later in the paper, a file of  150 documents was used. 
In addition, a maximum of  five representations were generated per document. The mean 
number of  words per representation varied from one to twenty. 

Query generation is accomplished in a manner somewhat similar to document genera- 
tion. Queries are grouped into query subsets. Each subset represents requests about a 
particular subject. The first query that is generated for a subset serves as a base for generating 
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the second query. As more queries in a subset are generated, a rule selects which of the 
preceding queries will be the base for generating the next one. The parameters involved in 
this process are: 

1. The number of queries to generate (this overrides number 2 below); 
2. The mean and standard deviation of  the number of  queries per subset to generate; 
3. The mean and standard deviation of the length of  a query; 
4. The proportion of terms that are starting terms in the first query of  the subset; 
5. The probability that a term that is associated with a starting term will be included in 

the query; 
6. A rule for selecting the base query; 
7. The transition probability for a given query subset that terms in the base query will 

appear in subsequent queries in the subset. 
The search and evaluation routines of the simulator are not simulation routines. The 

search programs take the pseudo-document file and pseudo-query file and compare the 
queries to the documents to see the extent to which the queries match the documents. The 
evaluation routines apply various threshold tests to determine how many documents would 
have been retrieved for a given threshold and for a given surrogate of  a document. 

Twenty-two different query files were generated for the experiments described in Section 
5. Each of the files was composed of 75 queries and the number of terms generated per query 
varied between 2 and 6. 

4.1 Thesaurus construction 
The simulation program creates pseudo-documents and pseudo-queries using statistical 

properties of word usage. In the process of  generating the documents and queries, the simu- 
lator relies on a thesaurus expressed in the form of a word association matrix to indicate the 
relationships between the words that will be formed into a document representation and into 
a query. 

The relationships between words in the system's vocabulary are stored in a symmetric 
matrix. An element in the thesuarus (association matrix A), alj can take on values in the 
range 0.0-1-0, where 0.0 indicates no relation between terms i and j ,  and 1.0 indicates 
synonomy or perfect co-occurrence between the two. The relation between the pairs, (i, i) is 
undefined for purposes of the simulation. 

In the simulation model, not every word that is used in English is represented in the 
thesaurus. Instead the thesaurus is intended to model word relations in a small subset of 
English. For  example this subset could be all the words used in the technical literature in 
the field of  information retrieval. 

There is another restriction on the words that are entered in the thesaurus. Given the 
set of  terms in the hypothetical field of knowledge, the thesaurus will only contain entries 
which are content bearing, and are word stems. No precise definition of  the concept of  
"content bearing" is given. Operationally a content bearing word could be distinguished 
from a non-content bearing word by the use of word frequency statistics. The most fre- 
quently occurring words in a vocabulary would include "the",  "a" ,  "and",  etc. and would 
be defined to be non-content bearing. Examples of such lists may be found in [12]. 

A detailed description of the procedure used to create the thesaurus will be found in [13]. 

4.2 Document generation 
A document, D j, is composed of a number of representations such as full text, abstract, 

index terms, etc. Each surrogate of  the document, xi, is made up of  a number of terms, at. 
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The complete document is composed of  all the representations and the terms associated with 
each representation. For  example, consider hypothetical document number 34 composed 
of  three representations. Representation number one has three terms in it, representation 
four has two terms, and representation seven has four terms. Then the document could be 
described in set notation as 

D34 = {x l (a , ,  ag, a71), x , {a l s ,  a62), xT(ag, a12, alg, a,3)} 
and in general 

JDj ~- { g i { a t )  ) .  

Here the at's are terms assigned to the surrogate. Since the simulator deals with word types, 
a given a t cannot appear more than once in a given x~. However, the same at can appear 
in more than one representation. Thus term a 9 appears in surrogates x l  and x 7. 

In the simulation model, representations of  a document have a certain probability of 
occurrence. That is, every time a document is generated, the simulator generates a random 
variable, compares the value to an input parameter threshold for the representation, and 
determines whether the representation will be generated as part of the particular document. 

4.2.1 Generation of  document representations. Once it has been determined that the 
representation will be generated, the simulation program determines the number of  words 
in the representation. This is done via a normal random number generator which uses the 
input parameters of  mean and standard deviation of the length of the representation to 
calculate actual length. 

The procedure used to generate a set of representations for a document begins with the 
creation of  the surrogate with the greatest number of terms. Then transition probabilities 
are used to form the remaining representations from the so-called base representation. The 
base representation can be thought of  as the full text of  the document. The model then uses 
the full text as a basis from which to derive index terms, title, etc. In actuality because of  
time and cost constraints, the model assumes that the base representation is the abstract 
of  the document. It then uses the abstract to generate other representations. 

4.2.2 Generation of  base representation. Two steps are involved in creating a base repre- 
sentation: selection of starting terms and selection of  derivative terms. A starting term is one 
picked at random from the vocabulary. A derivative term is one that is related to the 
starting term. The relationship is determined by consulting the thesaurus. 

Assume that the number of words in the base representation has been generated and its 
value is n b. As a prerequisite to generating the terms, the number of  starting terms is 
calculated. 

n, = nbPs 0 <_ p, <__ 1 

where Ps is the fraction of terms in the base surrogate that are to be starting terms (the 
starting fraction of terms). 

The number of derivative terms, na, is then 

n d = n b - - n  s. 

The set of  starting terms for the base representation, i.e. the ai's , is selected from all 
terms in the vocabulary, i.e. the wt's. 

{a , }  = {w,}  t = l(1)ns,  i =  I(1)N 

where N is the number of  terms in the vocabulary. 
The simulator uses random numbers in the range 

l < i < N  
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to select n, words to form the starting set. The only rule limiting inclusion of  members in 
{at} is that a given word can only appear once in the set for the given surrogate. 

Next, the derivative words are selected. Beginning with term a 1 the program searches 
the thesaurus to find the word most closely related to al .  Then a random variable is 
generated. I f  the value of  the random variable is less than the threshoMprobability Ptl, the 
word is included in the base surrogate. I f  the word is not included in the base representation, 
then a randomly selected word is chosen. In this manner terms a i to a, ,  are used to select 
terms a~,~+ 1) to a2,.. The process continues until a total of  nb terms have been generated. 

After each n~ derivative words have been generated, two changes occur. First, the thres- 
hold probability, Pt, is changed. In addition, the previously generated derivative words are 
used as a base for selecting the second generation derivative words. 

4.2.3 Generation of  derivative representation. The simulation program uses transition 
probabilities to generate the derivative document representations from the base representa- 
tion. The number of words in the derivative representation is calculated in a manner similar 
to the way in which the length of  the base representation was computed. The mean and 
standard deviation of the length of  each surrogate is supplied as input to the routine, and 
the actual length is calculated using a normal random number generator. The only rule 
regulating the generated length is that it cannot exceed the length of the base representation, 

X 1 • 

For a given surrogate, xi, there is a probability p,,, (the transition probabiRty) that the 
words in xx (the base representation) will appear in xi. A random variable is generated; 
and if its value is less than p, , :  then the first word in x I is transferred to x~. The process is 
repeated for all words in x~. If  the process results in all words from the base representation 
being transferred to the derivative representation, then the process is completed. However, 
if not all words were transferred and the derivative representation is short of its required 
number of words, then words are selected randomly to fill the vacant positions. Another 
rule that the simulator has available is the ability to select words highly associated with the 
existing set to be included in the blank spots in the derivative representation. 

4.2.4 Document generation parameters. A number of parameters and rules have been 
introduced to characterize in a simple manner the construction of document representations. 
To review, it seems important to point out the way in which these parameters will be used to 
generate a document collection. 

By varying Ps, the fraction of terms in the base representation that will be starting terms, 
control is exercised over the subject span of the document surrogate. For a large value of  
p,  there will be more starting terms which are picked at random from the vocabulary. A 
smaller Ps will create more derivative terms and thus more terms that are related to one 
another. 

As each new generation of derivative words is created, the threshold probability p ,  is 
changed according to the generation of derivative words being created. When Pt, is allowed 
to vary in this manner, changes in the strength of the linkages between associated words are 
made. This variation prevents the development of a generating pattern in which, after at 
is selected, aj will, with a very high probability, be selected. In addition, by varying Pt 
recognition is made of the fact that the further along a word association chain one proceeds, 
the weaker will be the chance of  the chain continuing without being broken. 

When the transition probabilities, p,,, used to select words for inclusion in derivative 
representations, are varied, control is exercised over the similarity between surrogates of the 
same document. The lower value ofp,,, the less similarity there will be between surrogates. 
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By varying this parameter, the extent to which words not in the base representation are 
introduced into derivative representations is regulated. 

4.3 Query generation 
The process of query generation parallels that of  document generation with a few dif- 

ferences. A query, Qk, is composed of a set of terms, y,, contained in the vocabulary set w~, 

Qk = {Y,} c {w~} r = l(1)d. 

Here dis the number of terms in the query. At this stage in the development of  the simulator, 
the terms that form the query are considered to form a logical disjunction. Further refine- 
ment will lead to a more elaborate generation method. 

The retrieval system simulator forms groups of queries into query subsets. Input para- 
meters to this part of  the routine include the number of  queries to be generated and the mean 
and standard deviation of the number of  queries per subset to be generated. A query sub- 
set is intended to represent the dialog of  an individual user with the retrieval system with 
regard to a specific subject. Thus each subset contains queries that are related to each other. 
A query file is composed of a number of query subsets. 

4.3.1 Base query generation. As was the case for documents, the simulator begins by 
generating the base query in each query subset. This procedure is analogous to that used to 
create the base representation for a document. The total number of  words in the base 
query is determined from a normal random number generator and then the fraction of terms 
that will be starting terms is calculated. These terms are used in conjunction with the 
thesaurus and the threshold probabilities to generate the derivative words. 

4.3.2 Derivative query generation. The remaining queries in a particular query subset 
are generated using transition probabilities as described in Section 4.2.3. There is one excep- 
tion to the procedure. As a user continues in a dialog with the retrieval system, his per- 
spective is liable to change with regard to what terms to use to interrogate file. To reflect 
this fact, the simulator allows the base query to change in the course of generating the 
queries in the subset. 

For  a particular subset, query number one in that subset is assumed to be the base 
query. It is generated as described in Section 4.2.2. The second query is generated using 
the methodology of  Section 4.2.3. When the third query is about to be generated, the simu- 
lator consults a probability distribution to determine which of the previously generated 
queries will be used as a base query. A number of types of  distributions are possible. A rule 
can be supplied to pick one of  the queries at random to be the base. Alternatively it is pos- 
sible to specify that there will be a greater probability that a query generated later in the 
sequence will be the base query rather than a query generated early in the subset. 

5. EXPERIMENTAL USE OF THE SIMULATION MODEL 

A number of  experiments were conducted using the retrieval system simulator. The pur- 
pose of these experiments was to evaluate the simulation model as a technique for studying 
information retrieval systems. 

The simulation model allows a number of  variables to be analyzed. However, due to 
constraints of  time and cost, the only component of  the system that was analyzed was the 
effect of  changes in query characteristics on the quantity of  material retrieved. 

This section begins with a discussion of  the experimental design used in the simulation 
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runs. In succeeding sections, an analysis of  the generated thesaurus, document, and query 
files is presented, and the experimental results are analyzed. 

5.1 Experimental methodology 
A complete experiment using the retrieval system simulator involves five steps. First, 

a thesaurus is generated. Then the thesaurus is used in the creation of a file of  pseudo- 
documents. Next, the thesaurus is again used in the creation of  a file of  pseudo-queries. 
Finally the query representations are compared to the document representations and the 
results of the comparisons are tabulated. 

An ideal experimental design which could be used to test the effect of  changes in the 
model parameters would involve a factorial experiment. This would mean creating a number 
of  thesaurus files, a number of  document files and a number of  query files. Each file would 
be generated for a given value of  a given parameter and succeeding files would have the 
parameters of  each of the files systematically varied to determine the effect of  various value 
changes on retrieval results. 

Budget constraints prohibited performing a factorial experiment on all components of  
the system. Instead, one thesaurus file was generated and one document file was also 
generated. Systematic variations were made in all the parameters of  the query generation 
programs, and 22 query files were generated. Each query file was compared to the document 
file and the results were tabulated. 

5.2 The thesaurus 
One thesaurus was generated for a simulation experiment. It is identified in later dis- 

eussions as T01. The generated thesaurus is represented in the form of  a symmetric 
200 x 200 matrix. Table 1 displays a frequency distribution of  the elements in the matrix 

TABLE 1. FREQUENCY DISTRIBUTION OF VALUES IN THESAURUS T01 

Number of values % of values Interval in interval in interval 

0.00 5666 28-60 
0.01-0.10 2552 12.89 
0.11-0.20 5758 29.15 
0.21-0.30 2266 11.42 
0.31-0.40 1758 8.86 
0-41-0.50 1112 5.62 
0.51-0"60 106 0"53 
0.61-0.70 88 0"44 
0-71-0.80 32 0-16 
0"81-0-90 12 0"06 
0.91-I .00 450 2.27 

falling in a specified value range. For  all elements in the matrix, the mean value is 0.086 
and the standard deviation is 0.16. Thus while the range of  possible values that any element 
in the matrix can take on is between 0.0 and 1.0 inclusive, the mean is very low indicating 
that a majority of  the terms are not statistically related to each other. Nearly 29 per cent of 
all entries in the matrix are zero. At the other extreme, only 2"2 per cent of  the entries in the 
matrix have a value greater than 0.90. 
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5.3 T h e  d o c u m e n t  f i l e  

In the simulation model, a document file is composed of  a number of  documents. The 
single document file that was generated for the experiments described in this paper contained 
150 documents. Associated with each document in the file are a number of  document 
representations such as abstracts, index term sets, words in the title of  a document, subject 
headings, etc. In the document file that was generated (file D01) a maximum of five represen- 
tations were generated by the simulation program. 

The parameters and values of  the one generated document file are listed in Table 2. 
The table indicates that for the document file, 150 documents were generated and the 
maximum number of  representations generated per document was five. Since it is likely 
that there will not be five representations associated with each document, probabilities are 
supplied to determine the likelihood that the representation will be generated. In the docu- 
ment file D01, there was a 0.90 likelihood that representation number one would be present, 
a 0"70 likelihood that representation five would be present, etc. Table 2 also indicates the 
mean and standard deviation of  the number of words comprising each representation. 
Discussion of  the concept of  a starting fraction of terms, threshold probabilities and 
transition probabilities will be found in Sections 4.2.2 and 4.2.3. 

Table 3 represents an analysis of the file after it was generated. Each of the 150 docu- 
ments generated had an average of 4.15 representations associated with it out of a possible 5. 

TABLE 2. PARAm~T~P.S AND VALUES OF DOCUMENT FILE D01 

Parameter Parameter value 

1. Number of documents generated 
2. Maximum number of representations generated per document 
3. Probability of representation being generated 

4. Mean number of words in representation number 

5. Standard deviation of number of words in representation number 

6. Threshold probabilities for picking most highly associated derivative word 

7. Transition probabilities 

8. Starting fraction of terms 

150 

5 

0-90 
0"95 
0"80 
0"99 
0 "70 

20 
12 
6 
4 
2 

10 
2 
2 
3 
1 

P~x = 0.60 
Pta = 0"50 
P t3 = 0"40 
P~4 = 0"30 
P,~2 = 0"60 
P,~a = 0.40 
Pra4 = 0"70 
Pros = 0"70 

po = 0.50 
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TABLE 3, ANALYSIS OF DOCUMENT FILE D01 

Document representation number 
1 2 3 4 5 

Total number of terms in representation 2974 1536 748 499 178 
Total number of times representation present in document 142 142 128 123 87 
Fraction of time representation present in document 0"95 0.95 0"86 0"82 0'58 
Mean number of terms per representation 20.94 10.81 5-84 4.08 2-05 
Standard deviation of number of terms per representation 8"91 2.25 2.04 2.22 0'80 

The total number  o f  surrogates in the file was 622. Row 1 in Table 3 gives the total number  
o f  terms for  each of  the generated surrogates. The 142 surrogate number  l ' s  had a total of  
2974 terms associated with them. Similarly there were 87 surrogate number  5's generated 
in the 150 document  collection and the aggregate number  o f  terms for these representations 
was 178. The total number  o f  terms in the document  file as a whole is 5935 for an  average 
o f  9.54 terms per document .  

The total set o f  terms for all surrogates were sorted by frequency of  occurrence, and each 
individual frequency was normalized by dividing it by the total number  o f  occurrences for  
all terms. Figure 1 displays the relative frequency of  terms with a given rank. Since it is 
possible to have a number  o f  terms with the same relative frequency, the curve fitted to the 
points bisects the horizontal  set o f  points for a given relative frequency if there is more  than 
one point  at the relative frequency level. In  addition it should be recognized that  the curves 
are cont inuous approximations to a discrete process. 

The skewness to the curve demonstrates that  the document  generation process selects 
words for inclusion in a document  representation such that a rank frequency pattern occurs 
which is similar to a "real"  document  rank frequency pattern (see [14] as an example). 
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5.4 The query files 
Twenty-two query files were generated for the simulation experiments. In the following 

sections the experimental design employed in the experiments is discussed. Then an analysis 
of  the generated query files and the term distributions in those files is presented. 

5.4.1 Experimental design. In Table 4 the parameters and values used to generate the 
query files are displayed. The table shows that for each of the query files, 75 queries were 
generated. Queries about a particular subject are grouped together in query subsets. The 
table indicates that the mean number of  queries per subset ranged from 2 to 6 queries 
standard deviation range of 1-3 queries respectively. Parameters 4 and 5 in the table show 
the mean and standard deviation of  the number of  terms in each query. 

Parameter number 7 is the probability distribution that determines the extent to which 
words in the base query will be in the query currently being generated. The notation "0.50 
for all subsets" means that the transition probability for a given subset is specified and that 
for the run these probabilities for all subsets are in the range specified. 

The method of picking a base query for use in generating derivative queries (parameter 8) 
was discussed previously in Section 4.3.2. In the experiments two different rules are used for 
the selection of  a base query. The " random"  selection rule uses a uniform probability 
distribution to pick the new base query f rom the previously generated queries. In file Q08, 
Q09 and Q22, however, a probability distribution is supplied which gives various weightings 
to the likelihood that a specific query will be selected. In Q08 the probability distribution is 
such that in a sequence of queries, the query generated chronologically last is more likely 
to be selected as the base query than the first query generated. In file Q09 the reverse is true. 

The 22 runs comprising the experimental design can be grouped into three categories. 
Query file Q01 is established as the normative run for experiments. The values of  the para- 
meters used to generate Q01 are the closest to those used to generate the document file D01. 
In addition, these values constitute midrange values for each of the parameters. 

TABLE 4. PARAMET~gS AND VALUES OF QUERY FILES 

Parameter values 
Parameter Low mid-range High 

1. Number of queries generated 
2. Mean number of queries/subset 
3. Standard deviation of number of queries/sub- 

set 
4. Mean query length 
5. Standard deviation of query length 
6. Threshold probability for picking most highly 

associated derivative word 

7. Transition probability base query to next query 

8. Rule for picking base query 

9. Starting fraction of terms (Is) 

75 75 75 
2 4 6 

Ptx 0"40 0"60 0'90 
Pta 0"30 0"50 0"80 
Pta 0"20 0"40 0"70 
P'4 0"10 0"30 0"60 
p t  5 

Prob. dist. 0.50 for all Prob. dist. 
range subsets range 

0"4-0.1 0-9-0.6 
Prob. dist. Random Prob. dist. 

newest selection oldest 
0.30 0.50 0-80 

1 2 3 
3 5 8 
1 2 4 
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Files Q02 through Q 17 are designed to test the effect of changing each of 8 parameters 
involved in the query generation process. (The number of queries generated in each query 
file was held constant for all 22 files.) For example, in the generation of files Q02 and Q03, 
the parameter that is varied is the starting fraction of terms. In file Q02 the starting fraction 
is 0.30. By comparing the results from files Q02 and Q03 it will be possible to make in- 
ferences about the effect of a change in the starting fraction on the quantity of material 
retrieved. Similar changes are made in flies Q04 and Q05 where the only change is the thres- 
hold probability for picking the most highly associated derivative word; Q06 and Q07 where 
the transition probabilities are varied; Q08 and Q09 where the rule for picking the base 
query is varied, etc. Each of the pairs of runs test the effect of one parameter change on 
retrieval results. 

The third category of runs is the follow-on experiments. Files Q18 through Q22 were 
generated to test the way in which changes in two variables (Q18, Q19 and Q20) and finally 
three variables (Q21 and Q22) affect the quantity of material retrieved. 

The experiments can also be grouped in another way. It is possible to divide the query 
parameters into two classes. First, there are those parameters which have to do with the 
length of a query or the number of queries in a subset (i.e. parameters, 1, 2, 3, 4 and 5 in 
Table 4). On the other hand there are the parameters that influence query structure. (Para- 
meters 6, 7, 8 and 9 in Table 4.) The initial experiments (Q01-Q17) are concerned with both 
classes of parameters. The follow-on experiments of Q 18-Q22 are primarily concerned with 
exploring relationships about query structure. 

5.4.2 Some remarks on the generated query files. Each of the 22 query files that was 
generated for the simulation experiments is composed of 75 queries. Within a query file are a 
number of subsets of queries. A subset is made up of a set of queries about a specific sub- 
ject. A particular query in a query file belongs to only one subset. The number of query sub- 
sets in a query file varies from a low of 14 subsets in query file Q17 to a high of 34 subsets in 
file Q16. The mean number of subsets for all files is 21.11. The mean number of queries per 
subset varies from 2.21 to 5.35, and the mean number of queries per subset for all files is 
3.56. A summary of some of the other properties of the generated query files is given in 
Table 5. 

Table 5 presents statistical information about the number of word tokens and word types 

TABLE 5. ANALYSIS OF GENERATED QUERY FILES 

Value range 

Low High 
Mean value 

Number of queries generated 75 
Number of subsets generated 14 
Mean number of queries/subset 2.21 
Standard deviation of No. of queries/subset 0.27 
Number of word tokens in file 151 
Number of word types in file 25 
Mean number of tokens/query 2.013 
Standard deviation of No. of tokens/query 2.187 

75 
34 

5"34 
2.64 
492 
162 

6'560 
6"773 

75 
21"11 

3 "56 
1 '66 
289 
114 

3"861 
4"145 
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in the query files along with the mean and standard deviation of  the number of  word tokens 
per query. 

Figure 2 plots the relative frequency of  terms with a given rank for two representative 
query files, Q06 and Q07. The difference between files Q06 and Q07 is that Q06 has high 
transition probabilities while those in Q07 are relatively low. Transition probabilities are 
used to select words for inclusion in a derivative query in a subset from a base query. 
The high transition probabilities have the effect of reducing the number of  unique terms in 
the file. This is so because the higher the transition probabilities, the greater the likelihood 
that words will be transferred from one query to the next in a subset. (Transition probabili- 
ties are only used within a subset--not between subsets. A new base query is generated at 
the start of a new subset.) See Fig. 2 and Table 5. File Q07 has low transition probabilities 
and these low probabilities cause generation of a high number of unique terms. 
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Fro.2. Files Q06-Q07 rank frequency distribution. 

6. EXPERIMENTAL RESULTS 
Evaluation of  the retrieval system simulator involves two separate issues. The first has 

to do with the adequacy of  this particular simulation model and the adequacy of  simulation 
as a technique for evaluating information retrieval systems. These issues are dealt with in the 
concluding section of the paper. The second part of  the evaluation of the retrieval system 
simulator has to do with evaluating the experimental results from actually simulating a 
document and query collection. The remainder of  this section is devoted to an analysis and 
synthesis of  the data from the simulation study. 

The experiments that are described in this section use one thesaurus (T01), one 
document file (D01), and 22 query files (Q01-Q22). Each experiment involves comparing the 
document representations in file D01 with the queries in one of the query files. Thus there are 
22 experiments that are performed. In each of the experiments an overlap rule was used to 
measure the number of  terms in common to the query and representation. 

Each of  the experimental runs was evaluated in two ways. The primary method for 
measuring the performance of  an experiment was by counting the number of  document 
representations matching a given query. This comparison was done for all queries in a query 
file and all document representations in the document file. Each run was evaluated by counting 
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the number of  searches that resulted in a match of  one word, two words, three words, 
etc. between the queries and the document representations. This information was gathered 
as a result of  applying the overlap retrieval rule to a comparison of  document representations 
and queries. 

In the document file D01 there are several different document representations associated 
with each document. A search of the document file involved comparing a query to all the 
document representations in the document file. The other method used to evaluate an experi- 
mental run was to determine whether there were certain document representations that were 
retrieved more frequently than others. For each experiment, the number of  searches yield- 
ing a match with document representation number 1, number 2, number 3, etc. was recorded. 

Normally when a retrieval system is evaluated, a user makes judgments about  the rele- 
vance to his needs of  the documents retrieved by the system. The evaluation of the simulated 
retrieval system did not include evaluation on the basis of  relevance. The only criterion used 
for retrieval was whether a term in the query matched a term in the document representation. 
It  is conceivable that a pseudo-relevance function could have been incorporated into the 
simulation model. The function would then predict when a document would be relevant to 
the user's needs. However, it is felt that not enough information is available to characterize 
the process. 

The table presented later in this section summarizes the number of  searches that resulted 
in a match between a document representation and a query. Two points need clarification. 
I t  will be recalled that the document file D01 consists of  a total of  150 documents comprising 
622 representations, each of the query files has 75 queries in it. The total number of  com- 
parisons that is made for each run is 46,650 (i.e. 622 x 75). 

The second point that needs amplification is that of  a threshold. When the terms in 
query are compared to the terms in a document representation, either there are no terms in 
common to the query and document representation, or a certain number of  terms are com- 
mon to both. A user formulating a query may require that a certain number of  terms match 
between the query and the surrogate. This quantity is called a threshold. Only document 
representations that meet or exceed the threshold match requirement are retrieved. In the 
simulation results that follow the number of  searches that result in a match at each threshold 
level is recorded. 

6.1 Evaluation using the overlap rule 

Table 6 summarizes the results of  each of the experiments or runs. An experiment in- 
volves the comparison of  a query file to the document file. Experiment E01 compares query 
file Q01 with document file D01. E07 compares Q07 with D01, etc. In Table 6 the number  
of  searches for each experiment that resulted in a match or no match between query and a 
document representation is recorded. 

For  example, Table 6 indicates that in experiment El7 38,463 of 46,650 searches resulted 
in no matches between the queries in file Q17 and the representations in file D01. That is 
0.825 of the searches had zero matches. Similarly, of  the remaining searches that involve a 
hit, 6916 (or 0.148) found one term in common between query and representation; 1059 
(or 0.023) showed two terms matching; and 185 (or 0.004) found three in common, etc. 

Aside from two exceptions (El2 and El3) both the number of  proportion of searches 
resulting in no matches between queries and representations are very similar for all runs. 
In general, approximately 83 per cent of  all searches result in no matches. 

There are two criteria that can be used to determine whether one experiment produces 
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TABLE 6. NUMBER OF SEARCHES RESULTING IN A MATCH BETWEEN A QUERY AND A DOCUMENT REPRESENTATION 

Run 
number 

Number of 
searches 

resulting in no 
match between 
query and doe. 
representation 

Number of searches resulting in a 
match between a query and a document 

representation at threshold level 

1 2 3 4 5 6 7 > 7  

1 38,306 6985 1140 189 28 2 0 0 0 
2 39,162 6302 984 173 23 4 2 0 0 
3 38,933 6640 891 166 17 2 1 0 0 
4 38,849 6673 950 154 21 3 0 0 0 
5 39,745 5838 912 131 18 5 1 0 0 
6 38,774 6601 1106 157 12 0 0 0 0 
7 38,987 6512 957 167 22 5 0 0 0 
8 38,551 6809 1094 162 27 6 0 1 0 
9 38,613 6741 1058 193 36 7 2 0 0 

10 37,172 7966 1327 166 19 0 0 0 0 
11 37,340 7598 1378 247 72 10 3 2 0 
12 34,228 9667 2097 497 123 30 6 2 0 
13 42,082 4180 352 29 4 2 1 0 0 
14 38,935 6522 1015 149 25 4 0 0 0 
15 38,794 6595 1034 183 37 6 1 0 0 
16 38,520 6628 1233 229 38 2 0 0 0 
17 38,463 6916 1059 185 25 2 0 0 0 
18 38,681 6796 1018 142 11 2 0 0 0 
19 38,531 6756 1134 202 25 1 1 0 0 
20 39,443 6008 1012 163 21 2 1 0 0 
21 38,778 6876 867 114 15 0 0 0 0 
22 38,507 6971 1008 145 15 4 0 0 0 

better results than  another.  I t  may be decided that  a better query file is one which results in a 
larger number  of matches between document  representations and  queries. Alternatively it 
could be decided that  a better query file is one which produces a m i n i m u m  n u m b e r  of  
matches. In  the evaluat ion that  follows, the issue is no t  decided one way or another .  It  is 
believed that  there will be situations in  which a large n u m b e r  of  matches will be desired and  

also situations in  which the opposite will be true. 
The single factor that  caused the largest number  of matches between queries and  docu- 

ment  representations is an  increase in the n u m b e r  of  words in  a query. Experiment  12 (file 
Q12 with D01) is ranked highest in  number  of matches between document  representat ion 
and  query. (In the retrieval system simulator,  a query consists of  a boolean  disjunct ion of  
words.) Thus the more words that  are added to a query, the more matches will result. Experi- 
ment  13 shows that  the smaller the number  of words in a pseudo-query the fewer searches 

will result in  a match.  
Experiment  1 also produced high rankings.  One explanat ion for this high ranking  is 

extremely interesting. There are a n u m b e r  of features that  the document  and  query genera- 
t ion  process have in  common.  They bo th  use the concept of a starting fraction of  terms, 
and  they both  use threshold and  t ransi t ion probabilit ies.  For  those parameters that  are com- 
m o n  to both,  there is a close similarity in values. While some of  the rules and  parameters  
are similar in the document  and  query generat ion routines,  the process is a r a n d o m  one. 
Tha t  is, r a n d o m  variables are generated independent ly  in  each routine,  and  the words tha t  
are selected for initial  inclusion in  a document  representat ion or query are selected 
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randomly. Aside from the fact that the routines are independent, and random variables are 
employed, the experiment that produced a very high ranking was the one in w h i c h  the 
document and query parameters were the most similar. 

Runs El6  and El7 have as their only difference the mean number of  subsets in each file. 
For  El6  there are 34 subsets and for El7 there are 14 subsets. Both runs produce relatively 
high rankings. It is concluded that the mean number of subsets in a file does not materially 
affect the number of searches resulting a match. Just as good a ranking could be obtained 
with a midrange value of the mean number of subsets in a file. For examples see the ranking 
for E01. 

In query files Q08 and Q09 a change is made in the rule used for selecting a base query. 
In Q08 a query generated chronologically later in the sequence in a subset has a greater 
chance of being chosen as a base query. For Q09 a query generated earlier in the sequence 
will be more likely chosen as a base query. The simulation results indicate that experiment 
E08 has a higher rank than E09. Thus in the simulation model, in order to increase the 
number of  matches between query and document representation, rules similar to the ones 
used to generate Q08 should be used rather than the rules used to generate Q09. 

In summary, the experimental results from the simulation runs do not provide conclusive 
evidence of the superiority of  one method or set of parameters for generating pseudo- 
query files. The data also indicates that there are, in general, very small differences between 
the results of  one experiment and another. 

7. CONCLUSIONS 

A simulation model was developed to provide a framework for evaluation of  retrieval 
systems. The simulation routines generate pseudo-documents and pseudo-queries to provide 
a data base to evaluate retrieval techniques. Pseudo-documents and pseudo-queries are 
used in the evaluation process rather than real documents and queries in order to exercise 
control over the characteristics of the documents and queries that are used in evaluating a 
specific retrieval system component. The retrieval system simulator was used to analyze the 
way in which pseudo-queries were generated. These changes included such things as varying 
the proportion of terms that were randomly selected for inclusion in a query, varying the 
probability that a word that appeared in one query would appear in another query, and vary- 
ing the number of  words in a query. 

Simulation has been used in many situations where analytic solutions to problems can- 
not be formulated. In concluding this paper it is important to ask whether simulation can 
be used to evaluate information retrieval systems. And it is also important to determine the 
adequacy of the simulation model as a tool for retrieval system analysis. 

There are a number of criteria that can be used to judge the adequacy of an evaluation 
technique. Specifically, the evaluation technique should be reliable in that it provides stable, 
dependable and accurate estimates of  performance and valid in that it measures what it is 
that one desires should be measured. In addition, the methodology should be as compre- 
hensive as possible. The technique should also be able to give clues as to how to change the 
system in order to improve performance. Further, a desirable characteristic of an evaluation 
tool is its ability to analyze a system at a minimum cost to the investigator, with a minimum 
investment in time for the analysis, and with maximum reliability in the results that are 
obtained from the analysis. 

The simulation model cannot yet be considered as a good evaluative tool primarily 
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because it is not yet comprehensive in its scope. The model does, however, provide a frame- 
work from which further development work can be performed. 

Several other deficiences of  the model exist which prevent it being used without reserva- 
tion. Most of these deficiencies occur because the process being modeled is not well under- 
stood. The first problem has to do with the rules that are used to generate documents and 
queries. The rules that are used in the simulation program are incomplete in that they do not 
take into account everything that is known about documents and queries, such as the fact 
that different kinds of  words convey different kinds and shades of  meaning. The rules for 
document and query generation are also inadequate because no empirical studies have been 
conducted to establish that the relations between words can be characterized as they are in 
the model (i.e. by making probabilistic statements about whether words will be included or 
excluded from a document representation or a query). Thus given our present state of know- 
ledge about the formation of documents and queries, the model makes only a first approx- 
imation at characterizing a very complex process. 

A further deficiency of  the simulation model is the method by which the results of the 
simulation are evaluated. The only method of  evaluation that is used is to monitor the number 
of  document representations that are found to match a query. Obviously the user of  a re- 
trieval system is concerned with more than just the quantity of  material retrieved. The user 
is also concerned with the relevance of  the material to his information need. Thus a serious 
deficiency of  the simulation model is that it does not consider the issue of relevance. One 
reason why relevance is not considered is that there is no adequate theory of  what the 
characteristics are of a function from which one could predict the relevance of  a document 
to a user's need. Without such a theory it is very difficult to simulate the process. 

A third area in which the simulation model is inadequate is in the lack of  alternative 
retrieval rules. The only retrieval rule that has been implemented is an overlap measure of  
the extent to which a document representation and a query overlap. It would be useful and 
not at all difficult to implement other rules to see their effect on retrieval results. 

The current simulation model does not permit predictions about the performance and 
retrieval systems in general. It does, however, provide a methodological framework from 
which a more comprehensive and complete model can be constructed. From the experience 
derived from the development of the retrieval system simulator two facts should be made 
explicit: the time required to develop this very simple model is great (more than a year) and 
the costs of  developing the model are great both in terms of  computer program development 
and program execution. In summary, then, the use of simulation as an evaluative tool 
appears to have great potential, but it should be realized that the time and cost to develop 
such a tool will be great. The model is considered a limited but useful tool for retrieval 
system evaluation. 
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