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Abstract. We study a setting where a principal needs to motivate a
team of agents whose combination of hidden e�orts stochasti cally de-
termines an outcome. In a companion paper [2] we devise and study a
basic \combinatorial agency" model for this setting, where the principal
is restricted to inducing a pure Nash equilibrium. Here, we s how that the
principal may possibly gain from inducing a mixed equilibri um, but this
gain can be bounded for various families of technologies (in particular
if a technology has symmetric combinatorial structure). In addition, we
present a su�cient condition under which mixed strategies y ield no gain
to the principal.

1 Introduction

1.1 Background: Combinatorial Agency

The well studied principal-agent problem deals with how a \principal" can moti-
vate a rational \agent" to exert costly e�ort towards the wel fare of the principal.
The di�culty in this model is that the agent's action (i.e. wh ether he exerts e�ort
or not) is invisible to the principal and only the �nal outcom e, which is proba-
bilistic and also in
uenced by other factors, is visible. \I nvisible" here is meant
in a wide sense that includes \not precisely measurable", \costly to determine",
or \non-contractible" (meaning that it can not be upheld in \ a court of law").
This problem is well studied in many contexts in classical economic theory and
we refer the readers to introductory texts on economic theory such as [7] Chapter
14. The solution is based on the observation that a properly designed contract,
in which the payments are contingent upon the �nal outcome, can in
uence a
rational agent to exert the required e�ort.

In [2] we initiated a general study of handling combinations of agents rather
than a single agent. While much work was previously done on motivating teams
of agents [5, 9, 6, 3], our emphasis is on dealing with the complex combinator-
ial structure of dependencies between agents' actions. In the general case, each
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combination of e�orts exerted by the n di�erent agents may result in a di�er-
ent expected gain for the principal. The general question asks, given an exact
speci�cation of the expected utility of the principal for ea ch combination of
agents' actions, which conditional payments should the principal o�er to which
agents as to maximize his net utility? We view this problem ofhidden actions in
computational settings as a complementary problem to the problem of hidden
information that is the heart of the �eld of Algorithmic Mech anism Design [8].
An example that was discussed in [4] is Quality of Service routing in a net-
work: every intermediate link or router may exert a di�erent amount of \e�ort"
(priority, bandwidth, ...) when attempting to forward a pac ket of information.
While the �nal outcome of whether a packet reached its destination is clearly
visible, it is rarely feasible to monitor the exact amount of e�ort exerted by each
intermediate link { how can we ensure that they really do exert the appropriate
amount of e�ort? For example, in Internet routing, IP router s may delay or drop
packets, and in mobile ad hoc networks, devices may strategically drop packets
to conserve their constrained energy resources.

In the general model presented in [2], each ofn agents has a set of possible
actions, the combination of actions by the players results in someoutcome, where
this happens probabilistically. The main part of the speci� cation of a problem
in this model is a function (\the technology") that speci�es this distribution for
eachn-tuple of agents' actions. Additionally, the problem speci�es the principal's
utility for each possible outcome, and for each agent, the agent's cost for each
possible action. The principal motivates the agents by o�ering to each of them a
contract that speci�es a payment for each possible outcome of the whole project.
Key here is that the actions of the players are non-observable (\hidden-actions")
and thus the contract cannot make the payments directly contingent on the
actions of the players, but rather only on the outcome of the whole project.

Given a set of contracts, each agent optimizes his own utility; i.e., chooses
the action that maximizes his expected payment minus the cost of the action.
Since the outcome depends on the actions of all players together, the agents are
put in a game here and are assumed to reach a Nash Equilibrium (NE). The
principal's problem is that of designing the optimal contract: i.e. the vector of
contracts to the di�erent agents that induce an equilibrium that will optimize
his expected utility from the outcome minus his expected total payment. The
main di�culty is that of determining the required Nash equil ibrium point.

Our interest in this paper (as in [2]), is focused on the binary case: each
agent has only two possible actions "exert e�ort" and "shirk " and there are
only two possible outcomes "success" and "failure". Our motivating examples
comes from the following more restricted and concrete "structured" subclass of
problem instances: Every agenti performs a subtask which succeeds with a low
probability 
 i if the agent does not exert e�ort and with a higher probabilit y � i >

 i , if the agent does exert e�ort. The whole project succeeds asa deterministic
Boolean function of the success of the subtasks.



1.2 This Paper: Mixed Equilibria

In [2] we studied the notion of Nash-equilibrium in pure strategies: we did not
allow the principal to attempt inducing an equilibrium wher e agents have mixed
strategies over their actions. In the observable-actions case (where the principal
can condition the payments on the agents' individual actions) the restriction
to pure strategies is without loss of generality: mixed actions can never help
since they simply provide a convex combination of what wouldbe obtained by
pure actions. Yet, surprisingly, we show this is not the casefor the hidden-actions
case which we are studying: in some cases, a Mixed-Nash equilibrium can provide
better expected utility to the principal than what he can obt ain by equilibrium
in pure strategies. In particular, this already happens forthe \OR" function with
two players, with a certain (quite restricted) range of parameters (see Section 3).

Our main goal is to quantify the principal's gain from induci ng mixed equilib-
rium, rather then pure. To do that, we analyze the worst ratio (over all principal's
values) between the principal's optimal utility with mixed equilibrium, and his
optimal utility with pure equilibrium. We term this ratio \t he price of purity"
(POP) of the instance under study. We prove that for a class ofinstances, those
with \increasing returns to scale", which contains in parti cular the AND func-
tion, the price of purity is trivial (i.e., P OP = 1). Moreover, we show that for
any other Boolean function, there is an assignment of the parameters (agents'
individual success probabilities) for which the obtained structured technology
has non trivial POP (i.e., P OP > 1). (Section 4).

While the price of purity may be strictly greater than 1, we obtain quite a
large number of results bounding this ratio (Section 5). These bounds range from
very weak ones (e.g.,P OP � n for any anonymous or DRS technology) to better
ones for restricted cases (e.g.,P OP � 1:154::: for a family of anonymous OR
technologies, andP OP � 2 for any technology with 2 agents). We conjecture
that there exists a universal constantC that bounds the POP for any technology,
thus shrinking the large gaps between our conjecture and theobtained bounds
is the main open problem of this paper.

Conjecture 1. There exists a constantC > 1, such that for any technology t,
P OP(t) � C.

A more extreme form of the conjecture states that a non-anonymous OR tech-
nology with 2 agents is the most extreme case and yields the highest possible
POP for any structured technology.

Additionally, we study some other properties of mixed equilibrium. We show
that mixed Nash equilibria are more delicate than pure ones.In particular, we
show that unlike the pure case, in which the optimal contract is also a "strong
equilibrium" [1] (i.e., resilient to deviations by coaliti ons), an optimal mixed
contract (in which at least two agents truly mix) never satis �es the requirements
of a strong equilibrium (Section 6).

Finally, we study the computational hardness of the optimal mixed Nash
equilibrium, and show that the hardness results from the pure case hold for the
mixed case as well (Section 7).



2 Model and Preliminaries

We focus on the simple \binary action, binary outcome" scenario where each
agent has two possible actions ("exert e�ort" or "shirk") an d there are two
possible outcomes ("failure", "success"). We begin by presenting the model with
pure actions (which is a generalization of [10]), and then move to the mixed
case. A principal employs a set of agentsN of sizen. Each agent i 2 N has a
set of two possible actionsA i = f 0; 1g (binary action), the low e�ort action (0)
has a cost of 0 (ci (0) = 0), while the high e�ort action (1) as a cost of ci > 0
(ci (1) = ci ). The played pro�le of actions determine, in a probabilisti c way, a
\contractible" outcome, o 2 f 0; 1g, where the outcomes 0 and 1 denote project
failure and success, respectively (binary-outcome). The outcome is determined
according to a success functiont : A1 � : : : � An ! [0; 1], where t(a1; : : : ; an )
denotes the probability of project success where players play with the action
pro�le a = ( a1; : : : ; an ) 2 A1 � : : : � An = A. We use the notation (t; c) to denote
a technology (a success function and a vector of costs, one for each agent).

The principal's value of a successful project is given by a scalar v > 0, where
he gains no value from a project failure. In this hidden-actions model the actions
of the players are invisible, but the �nal outcome is visible to him and to others,
and he may design enforceable contracts based on this outcome. We assume that
the principal can pay the agents but not �ne them (known as the limited liability
constraint). The contract to agent i is thus given by a scalar valuepi � 0 that
denotes the payment that i gets in case of project success. If the project fails,
the agent gets no money (this is in contrast to the \observable-actions" model
in which payment to an agent can be contingent on his action).

Given this setting, the agents have been put in a game, where the utility
of agent i under the pro�le of actions a = ( a1; : : : ; an ) 2 A is given by ui (a) =
pi �t(a)� ci (ai ). As usual, we denote bya� i 2 A � i the (n� 1)-dimensional vector of
the actions of all agents excluding agenti . i.e., a� i = ( a1; : : : ; ai � 1; ai +1 ; : : : ; an ).
The agents will be assumed to reach Nash equilibrium, if suchan equilibrium
exists. The principal's problem (which is our problem in this paper) is how
to design the contracts pi as to maximize his own expected utility u(a; v) =
t(a) � (v �

P
i 2 N pi ), where the actionsa1; : : : ; an are at Nash-equilibrium. In the

case of multiple Nash equilibria, in our model we let the principal choose the
desired one, and \suggest" it to the agents, thus focusing onthe \best" Nash
equilibrium.

As we wish to concentrate on motivating agents, rather than on the coor-
dination between agents, we assume that more e�ort by an agent always leads
to a better probability of success. Formally, 8i 2 N; 8a� i 2 A � i we have that
t(1; a� i ) > t (0; a� i ). We also assume thatt(a) > 0 for any a 2 A.

We next consider the extended game in which an agent can mix between
exerting e�ort and shirking (randomize over the two possible pure actions). Let
qi denote the probability that agent i exerts e�ort, and let q� i denote the (n � 1)-
dimensional vector of investment probabilities of all agents except for agent i .
We can extend the de�nition of the success functiont to the range of mixed
strategies, by taking the expectation.



t(q1; : : : ; qn ) =
X

a2f 0;1gn

(
nY

i =1

qa i
i � (1 � qi )(1 � a i ) )t(a1; : : : ; an )

Note that for any agent i and any (qi ; q� i ) it holds that t(qi ; q� i ) = qi � t(1; q� i )+
(1 � qi ) � t(0; q� i ). A mixed equilibrium pro�le in which at least one agent mixe s
with probability pi 2 [0; 1] is called anon-degeneratemixed equilibrium.

In pure strategies, the marginal contribution of agent i , given a� i 2 A � i , is
de�ned to be: � i (a� i ) = t(1; a� i ) � t(0; a� i ). For the mixed case we de�ne the
marginal contribution of agent i , given q� i to be: � i (q� i ) = t(1; q� i ) � t(0; q� i ).
Sincet is monotone, � i is a positive function.

We next characterize what payment can result in an agent mixing between
exerting e�ort and shirking.

Claim. Agent i 's best response is to mix between exerting e�ort and shirking
with probability qi 2 (0; 1) only if he is indi�erent between ai = 1 and ai = 0.
Thus, given a pro�le of strategies q� i , agent i mixes only if:

pi =
ci

� i (q� i )
=

ci

t(1; q� i ) � t(0; q� i )

which is the payment that makes him indi�erent between exerting e�ort and
shirking. The expected utility of agent i , who exerts e�ort with probability qi is:

ui (q) = ci �
�

t (q)
� i (q� i ) � qi

�
.

A pro�le of mixed strategies q = ( q1; : : : ; qn ) is a Mixed Nash equilibrium if
for any agent i , qi is agent i 's best response, givenq� i .

The principal's expected utility under the mixed Nash pro�l e q is given by
u(q; v) = ( v � P) � t(q), where P is the total payment in case of success, given by
P =

P
i j qi > 0

ci
� i (q� i ) . An optimal mixed contract for the principal is an equilib-

rium mixed strategy pro�le q� (v) that maximizes the principal's utility at the
value v. In [2] we show a similar characterization of optimal pure contract a 2 A.
An agent that exerts e�ort is paid ci

� i (a � i ) , and the utilities are the same as the
above, when given the pure pro�le. In the pure Nash case, given a value v, an
optimal pure contract for the principal is a set of agentsS� (v) that exert e�ort
in equilibrium, and this set maximizes the principal's util ity at the value v.

A simple but crucial observation, generalizing a similar one in [2] for the pure
Nash case, shows that the optimal mixed contract exhibits some monotonicity
properties in the value.

Lemma 1. (Monotonicity lemma ): For any technology (t; c) the expected
utility of the principal at the optimal mixed contract, the success probability of the
optimal mixed contract, and the expected payment of the optimal mixed contract,
are all monotonically non-decreasing with the value.

The proof shows that the same monotonicity holds in the observable-actions
case as well. Additionally, the lemma holds in more general settings, where each



agent has an arbitrary action set (not restricted to the binary-actions model
considered here).

We wish to quantify the gain by inducing mixed Nash equilibrium, over
inducing pure Nash. We de�ne the price of purity as the worse ratio (overv)
between the maximum utilities that are obtained in mixed and pure strategies.

De�nition 1. The price of purity P OP(t; c) of a technology(t; c) is de�ned as
the worse ratio, over v, between the principal's optimal utility in the mixed case
and his optimal utility in the pure case. Formally,

P OP(t; c) = Supv> 0

t(q� (v))
�

v �
P

i j q�
i (v)> 0

ci
� i (q�

� i (v))

�

t(S� (v))
�

v �
P

i 2 S � (v)
ci

� i (a � i )

�

where S� (v) denotes an optimal pure contract andq� (v) denotes an optimal
mixed contract, for the value v.

The price of purity is at least 1, and may be greater than 1, as we later
show. Additionally, it is obtained at some value that is a transition point of the
pure case (a point in which the principal is indi�erent between two optimal pure
contracts).

Lemma 2. For any technology (t; c), the price of purity is obtained at a �nite
v that is a transition point between two optimal pure contracts.

2.1 Structured Technology Functions

In order to be more concrete, we next present technology functions whose struc-
ture can be described easily as being derived from independent agent tasks { we
call these structured technology functions. This subclass gives us some natural
examples of technology functions, and also provides a succinct and natural way
to represent technology success functions.

In a structured technology function, each individual succeeds or fails in his
own \task" independently. The project's success or failuredeterministically de-
pends, maybe in a complex way, on the set of successful sub-tasks. Thus we
will assume a monotone Boolean functionf : f 0; 1gn ! f 0; 1g which indicates
whether the project succeeds as a function of the success of the n agents' tasks.

A structured technology function t is de�ned by t(a1; : : : ; an ) being the prob-
ability that f (x1; : : : ; xn ) = 1 where the bits x1; : : : ; xn are chosen according to
the following distribution: if ai = 0 then x i = 1 with probability 
 i 2 [0; 1) (and
x i = 0 with probability 1 � 
 i ); otherwise, i.e. if ai = 1, then x i = 1 with proba-
bility � i > 
 i (and x i = 0 with probability 1 � � i ). Thus, a structured technology
is de�ned by n, f and the parametersf � i ; 
 i gi 2 N .

Let us consider two simple structured technology functions, \AND" and
\OR". First consider the "AND" technology: f (x1; : : : ; xn ) is the logical con-
junction of x i (f (x) =

V
i 2 N x i ). Thus the project succeeds only if all agents



succeed in their tasks. For this technology, the probability of success is the prod-
uct of the individual success probabilities. Agent i succeeds with probability
� a i

i � 
 1� a i
i , thus t(a) =

Q
i 2 N � a i

i � 
 1� a i
i .

Next, consider the "OR" technology: f (x1; : : : ; xn ) is the logical disjunction
of x i (f (x) =

W
i 2 N x i ). Thus the project succeeds if at least one of the agents

succeed in their tasks. For this technology, the probability of success is 1 minus
the probability that all of them fail. Agent i fails with probability (1 � � i )a i �
(1 � 
 i )1� a i , thus t(a) = 1 �

Q
i 2 N (1 � � i )a i � (1 � 
 i )1� a i .

These are just two simple examples. One can consider other more interesting
examples as the Majority function (the project succeed if the majority of the
agents are successful), or the OR-Of-ANDs technology, which is a disjunction
over conjunctions (several teams, the project succeed if all the agents in any one
of the teams are successful). For additional examples see [2].

A success functiont is calledanonymousif it is symmetric with respect to the
players. I.e. t(a1; : : : ; an ) depends only on

P
i ai . For example, in an anonymous

OR technology there are parameters 1> � > 
 > 0 such that each agenti
succeed with probability 
 with no e�ort, and with probability � > 
 with e�ort.
If m agents exert e�ort, the success probability is 1� (1 � � )m � (1 � 
 )n � m .

A technology has identical costs if there exists a c such that for any agent
i , ci = c. As in the case of identical costs the POP is independent ofc, we
useP OP(t) to denote the POP for technology t with identical costs. We abuse
notation and denote a technology with identical costs by itssuccess functiont.
Throughout the paper, unless explicitly stated otherwise, we assume identical
costs. A technologyt with identical costs is anonymousif t is anonymous.

3 Example: Mixed Nash Outperforms Pure Nash!

If the actions are observable (henceforth, the observable-actions case), then an
agent that exerts e�ort is paid exactly his cost, and the principal's utility equals
the social welfare. In this case, the social welfare in mixedstrategies is a convex
combination of the social welfare in pure strategies; thus,it is clear that the op-
timal utility is always obtained in pure strategies. However, surprisingly enough,
in the hidden-actions case, the principal might gain higherutility when mixed
strategies are allowed. This is demonstrated in the following example:

Example 1. Consider an anonymousOR technology with two agents, wherec =
1, 
 = 
 1 = 
 2 = 1 � � 1 = 1 � � 2 = 0 :09 and v = 348. The mixed strategies
q1 = q2 = 0 :92 achieve a utility of 324:27, while the optimal contract with pure
strategies is obtained when both agents exert e�ort and achieves a utility of
318:3. This implies that by moving from pure strategies to mix strategies, one
gains at least 324:27=318:3 > 1:0187 factor improvement (which is approximately
1:8%).

A worse ratio exists for the more general case (in which it does not necessarily
hold that � = 1 � 
 ) of 
 = 0 :0001, � = 0 :9 and v = 233. For this case we get
that the optimal pure contract is with one agent, gives utili ty of 208:7, while the



mixed contract q1 = q2 = 0 :92 gives utility of 213:569, and the ratio is at least
1:0233 (approximately 2:3%).

To complete the example, Diagram 1 presents the optimal contract for OR
of 2 agents, as a function of
 (when � = 1 � 
 ) and v. It shows that for some
parameters of
 and v, the optimal contract is obtained when both agents exert
e�ort with equal probabilities.

Fig. 1. Optimal mixed contracts in OR technologies with 2 agents. The white area
corresponds to both agents exert e�ort with the same non-tri vial probability, q. For
any �xed 
 , q increases inv.

The following lemma shows that optimal mixed contracts in any anonymous
OR technology have this speci�c structure. That is, all agents that do not shirk,
mix with exactly the same probability.

Lemma 3. For any anonymous OR technology (any � > 
; c; n ) and value v,
either the optimal mixed contract is a pure contract, or, in the optimal mixed
contract k 2 f 2; : : : ng agents exert e�ort with equal probabilitiesq1 = : : : = qk 2
(0; 1), and the rest of the agents exert no e�ort.

4 When is Pure Nash Good Enough?

Next, we identify a class of technologies for which the priceof purity is 1; that
is, the principal cannot improve his utility by moving from p ure Nash equilib-
rium to mixed Nash equilibrium. These are technologies for which the marginal
contribution of any agent is non-decreasing in the e�ort of the other agents. For-
mally, for two pure action pro�les a; b2 A we denoteb � a if for all j , bj � j aj

(e�ort bj is at least as high as the e�ort aj ).

De�nition 2. A technology success functiont exhibits (weakly) increasing re-
turns to scale (IRS) if for every i , and every pure pro�les b � a

t(bi ; b� i ) � t(ai ; b� i ) � t(bi ; a� i ) � t(ai ; a� i )



Any AND technology exhibits IRS [10, 2]. For IRS technologies we show that
POP=1.

Theorem 1. Assume that t exhibits increasing returns to scale (IRS). For any
cost vector c, P OP(t; c) = 1 . Moreover, a non-degenerate mixed contract is
never optimal.

We show that AND (on some subset of bits) is the only function such that
any structured technology based on this function exhibits IRS, that is, this is the
only function such that for any choices of parameters (anyn and any f � i ; 
 i gi 2 N ),
the structured technology exhibits IRS. For any other Boolean function, there is
an assignment for the parameters such that the created structured technology is
essentially OR over 2 inputs (see lemma in full version), thus it has non-trivial
POP (recall Example 1).

Theorem 2. Let f be any monotone Boolean function withn � 2 inputs, that
is not constant and not a conjunction of some subset of the input bits. Then
there exist parametersf 
 i ; � i gn

i =1 such that the POP of the structured technology
with the above parameters (and identical costc = 1 ) is greater than 1:0233.

Thus, our goal now is to give upper bounds on the POP for various technologies.

5 Quantifying the Gain by Mixing

5.1 POP for General Technologies

We �rst show that the POP can be bounded by the principal's pri ce of unac-
countability [2]. The principal's price of unaccountabili ty ( P OUP (t)) is the worse
ratio (over all v), of the utility of the principal in the observable-actions case,
and the utility of the principal in the hidden-actions case (see formal de�nition
of P OUP in the full version).

Theorem 3. For any technologyt is holds that P OUP (t) � P OP(t).

However, this bound is rather weak. To best see this, note that the principal's
price of unaccountability for AND might be unbounded (see [2]). Yet, as shown
in section 1, P OP(AND ) = 1.

In this section we provide better bounds on technologies with identical costs.
We begin by characterizing the payments for a mixed contract. We show that
under a mixed pro�le, each agent in the support of the contract is paid at
least the minimal payment to a single agent under a pure pro�le with the same
support, and at most the maximal payment.

For a mixed pro�le q = ( q1; q2; : : : ; qn ), let S(q) be the support of q, that is,
i 2 S(q) if and only if qi > 0. Similarly, for a pure pro�le a = ( a1; a2; : : : ; an ) let
S(a) be the support a. Under the mixed pro�le q, agent i 2 S(q) is being paid
pi (q� i ) = ci

t (1 ;q� i ) � t (0 ;q� i ) . Similarly, under the pure pro�le a, agent i 2 S(a) is
being paid pi (S(a)nf ig) = pi (a� i ) = ci

t (S(a)) � t (S(a)nf i g) , wheret(T ) is the success
probability when aj = 1 for j 2 T , and aj = 0 for j =2 T.



Lemma 4. For a mixed pro�le q = ( q1; q2; : : : ; qn ), and for any agent i 2 S(q)
let S� i = S(q) n f ig be the support ofq excluding i . It holds that

maxT � S� i pi (T ) � pi (q� i ) � min T � S� i pi (T )

In what follows, we consider two general families of technologies with n
agents: anonymous technologies and technologies that exhibit decreasing returns
to scale (DRS). DRS technologies are technologies with decreasing marginal con-
tribution (more e�ort by others decrease the contribution o f an agent). For both
families we present a bound ofn on the POP.

We begin with a formal de�nition of DRS technologies.

De�nition 3. A technology success functiont exhibits (weakly)decreasing re-
turns to scale (DRS) if for every i , and every b � a

t(bi ; b� i ) � t(ai ; b� i ) � t(bi ; a� i ) � t(ai ; a� i )

Theorem 4. For any anonymous technology or a (non-anonymous) technology
that exhibits DRS, it holds that P OP(t) � n.

We also prove a bound on the POP for any technology with 2 agents (even not
anonymous), and an improved bound for the anonymous case.

Theorem 5. For any technologyt (even non-anonymous) with2 agents, it holds
that P OP(t) � 2. If t is anonymous thenP OP(t) � 3=2.

We do not provide bounds for any non-anonymous technology, this is left as
an open problem for future research.

Open Problem 1 Provide an upper bound on the POP for general technologies.

As mentioned in the introduction, we believe that the obtained bounds are very
weak. In particular, we conjecture that there exists a constant C that bounds
the POP for any technology. Moreover, we believe that a non-anonymous OR
technology with 2 agents yields the highest possible POP. This motivates us to
explore the POP for the OR technology in more detail.

5.2 POP for the OR Technology

As any OR technology (even non-anonymous) exhibits DRS (seeclaim in the
full version), this implies a bound of n on the POP of the OR technology. Yet,
for anonymous OR technology we present improved bounds on the POP. In
particular, if 
 = 1 � � < 1=2 we can bound the POP by 1:154:::.

Theorem 6. For any anonymous OR technology withn agents:

1. If 1 > � > 
 > 0:
(a) P OP � 1� (1 � � )n

� � n � (n � 1)� .
(b) POP goes to1 as n goes to1 (for any �xed � ) or when � goes to 1 (for

any �xed n � 2).



2. If 1
2 > 
 = 1 � � > 0:

(a) P OP � 2(3 � 2
p

3)
3(

p
3� 2)

(= 1 :154::).

(b) POP goes to1 as 
 goes to0 or as 
 goes to 1
2 (for any �xed n � 2).

While the bounds for anonymous OR technologies for the case in which
� = 1 � 
 are much better than the general bounds, they are still not tight.
The highest POP we were able to obtain by simulations was of 1.0233 for � > 
 ,
and 1.0187 for� = 1 � 
 (see Section 3), but deriving the exact bound analytically
is left as an open problem.

Open Problem 2 What is the POP for an anonymous OR technology? what
is it for a non-anonymous OR technology?

6 The Robustness of Mixed Nash Equilibria

In order to induce an agent i to truly mix between exerting e�ort and shirking,
pi must be equal exactly to ci =� i (q� i ) (see claim 2). Even under an increase
of � in pi , agent i is no longer indi�erent between ai = 0 and ai = 1, and
the equilibrium falls apart. This is in contrast to the pure c ase, in which any
pi � ci

� i (a � i ) will maintain the required equilibrium. This delicacy exhi bits itself
through the robustness of the obtained equilibrium to deviations in coalitions
(as opposed to the unilateral deviations as in Nash). A "strong equilibrium" [1]
requires that no subgroup of players (henceforthcoalition ) can coordinate a joint
deviation such that every member of the coalition strictly improves his utility.

De�nition 4. A mixed strategy pro�le q 2 [0; 1]n is a strong equilibrium (SE)
if there does not exist any coalition� � N and a strategy pro�le q0

� 2 � i 2 � [0; 1]
such that for any i 2 � , ui (q0

� � ; q� ) > u i (q).

In [2] we show that under the payments that induce the pure strategy pro-
�le S� as the best pure Nash equilibrium (i.e., the pure Nash equilibrium that
maximizes the principal's utility), S� is also a strong equilibrium. In contrast
to the pure case, we next show that any non-degenerate mixed Nash equi-
librium q in which there exist at least two agents that truly mix (i.e., 9i 6=
j s:t: q i ; qj 2 (0; 1)), can never be a strong equilibrium. This is because if the
coalition � = f i jqi 2 (0; 1)g deviate to q0

� in which each i 2 � exerts e�ort with
probability 1, each agent i 2 � strictly improves his utility.

Theorem 7. If the mixed optimal contract q includes at least two agents that
truly mix ( 9i 6= j s:t: q i ; qj 2 (0; 1)), then q is not a strong equilibrium.

In any OR technology, for example, it holds that in any non-degenerate mixed
equilibrium at least two agents truly mix (see lemma 3). Therefore, no non-
degenerate contract in the OR technology can be a strong equilibrium.

As generically a mixed Nash contract is not a strong equilibrium while a pure
Nash contract always is, if the pricipal wishes to induce a strong Nash equilibrium
(e.g., when the agents can coordinate their moves), he can restrict himself to
inducing a pure Nash equilibrium, and his loss from doing so is bounded by the
POP (see section 5).



7 Algorithmic Aspects

The computational hardness of �nding the optimal mixed contract depends on
the representation of the technology and how it is being accessed. For a black-
box access and for the special case of read-once networks, wegeneralize our
hardness results of the pure case [2] to the mixed case. The main open question
is whether it is possible to �nd the optimal mixed contract in polynomial time,
given a table representation of the technology (the optimalpure contract can be
found in polynomial time in this case). Our generalization theorems follow.

Theorem 8. Given as input a black box for a success functiont (when the costs
are identical), and a value v, the number of queries that is needed, in the worst
case, to �nd the optimal mixed contract is exponential in n.

Even if the technology is a structured technology and further restricted to be the
source-pair reliability of a read-once network (see [2]), computing the optimal
mixed contract is hard.

Theorem 9. The optimal mixed contract problem for read once networks is# P-
hard (under Turing reductions).
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